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Compressed Training
* Boosted efficiency

Accelerated inference
e Faster & cheaper

DeepSpeed: FEFZ DR/ R
RIR{EDIEHD I L —LD—D

https://github.com/microsoft/DeepSpeed

{1 IESA (Principal Researcher)

Usability
DeepSpeed Meetup in Japan ~ e Few lines of code changes
May 23 )



https://github.com/microsoft/DeepSpeed

AE—7H—

H{P 1EsA
(Masahiro Tanaka)

https://tohtana.github.io/

« Principal Researcher, DeepSpeed team (2022.12-)

o BIED\S KRR EELIEDIAFTHFE (BRIOREFEHBENLINE I L —AD—
ZJBF. PyTorch Annual Hackathon winner, FEE#TE LintiiKE, i)

» DeepSpeedF—ATHEET O T T b DeepSpeed-Ulysses (RULVRIID
LLMZ#ZW:5{t) , DeepSpeed-FastGen (X hERDZNE(L) , ZeROK
EHBEf%, Phi-3E5)L, etc.




M2
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https://www.microsoft.com/en-us/research/blog/using-deepspeed-and-megatron-to-train-megatron-turing-nlg-530b-the-worlds-largest-and-most-powerful-generative-language-model/
https://uploads-ssl.webflow.com/60fd4503684b466578c0d307/61138924626a6981ee09caf6_jurassic_tech_paper.pdf
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https://huggingface.co/blog/bloom-megatron-deepspeed
https://github.com/THUDM/GLM-130B
https://github.com/yandex/YaLM-100B
https://github.com/yandex/YaLM-100B
https://huggingface.co/docs/transformers/main/main_classes/deepspeed
https://huggingface.co/docs/accelerate/usage_guides/deepspeed
https://huggingface.co/docs/accelerate/usage_guides/deepspeed
https://pytorch-lightning.readthedocs.io/en/stable/api/pytorch_lightning.strategies.DeepSpeedStrategy.html
https://docs.mosaicml.com/en/latest/trainer/using_the_trainer.html?highlight=deepspeed#deepspeed-integration
https://docs.mosaicml.com/en/latest/trainer/using_the_trainer.html?highlight=deepspeed#deepspeed-integration
https://docs.determined.ai/latest/training/apis-howto/deepspeed/overview.html
https://www.deepspeed.ai/
https://github.com/orgs/microsoft/repositories?q=&type=all&language=&sort=stargazers

RIEF B DML S 1EREM] b

1.E+06

1.E+05

1.E+04

Million Parameters

1.E+03

1.E+02
1.E+00 1.E+01 1.E+02 1.E+03 1.E+04 1.E+05

Billion Tokens



Million Parameters

RIEFEDMIRILK &8l b

1.E+06

1.E+05

1.E+04

1.E+03

¢ BERT (2018)

1.E+02
1.E+00 1.E+01 1.E+02

Billion Tokens

1.E+03

1.E+04

1.E+05



RIBFEDIRILK & E8el b

1.E+06
MT-NLG (2022) S
_ PaLM (2022)
@ 1.5+05 GPT-3 (2020)
2
© Turing-NLG (2020)
s 1.E+04
o
C
s
> 1.E+03 ¢ GPT-2 (2019)
¢ BERT (2018)
1.E+02
1.E+00 1.E+01 1.E+02 1.E+03 1.E+04 1.E+05

Billion Tokens



RIBFEDIRILK & E8el b

1.E+06
MT-NLG (2022)[ ) ¢ Llama 3 (2024)
_|PaLM (2022)
| E+05 ¢ DBRX (2024)
2 GPT-3 (2020) ¢ Llama 2 (2023)
©
5 Turing-NLG (2020)
S 1.E+04 ZDNET ® Q & 38
C Home [ Innovation [ Artificial Intelligence
9 o
= : Microsoft launches Phi-3 Mini,
= 1.E+03 ¢|GPT-2(2019) Phi-3 (2024) an Al model that is smaller but
still rivals GPT-3.5
¢ BERT (2018) ars) TECHNICA E
1.E+02

Mlcrosoft’s Phi-3 shows the surprising
1.E+00 1.E+01 1.E+02 1.E+03 power of small, locally run Al language

Billion Tokens models



WL B4 I8 NEEEE _= L
RIEFEOZHRRE -illl# (Training) -

REFECII. REDIIMRT —5Z25ZT. ETIVZIIRT DH. 5TEE - XEVUE - LT —
FENE(CH<ZLN

- IRENRFEICIEZRXD(C(E. GPUFOTFZOTES L —4 (&) hwE

» EFIVRBENKRELLRD (=FB/SA—FGNLZLRD)  FEBIART—HYDEMERD &,
MBRILETEE - AEVUEBIER, ZEHOGPUZR IS BLEN
> BF RIS A—IHRUEDETIIDINEIC(E, BMFGPUZRBWVWTE25 A (e.g., MT-NLG)

‘_7
DeepSpeed(LiFEFBDIFEICHE T D4 BT REZ iR

DeepSpeed D

EFI)LAIAKRETITET CGPUAXATEICYESTRL) ZeRO (Zero Redundancy Optimizer)
HTGPUMMRE TRT—)L=E=Z0N 3D parallelism
EUVETEIZROET)LZFER UZU) DeepSpeed-MoE

GPUFEIMDiE{EH EL ZeRO++, Communication Compression
KRR T — I E DeepSpeed Data Efficiency

ChatGPTICHBERAETNSRLHF FlfEZ=3x)Z3R0(CE1T DeepSpeed-Chat


https://www.microsoft.com/en-us/research/blog/using-deepspeed-and-megatron-to-train-megatron-turing-nlg-530b-the-worlds-largest-and-most-powerful-generative-language-model/

REFEDRE —HEsm (Inference) -

RSN ET IV EERAT S I — X Z#imE N D

. ;Bféj)— EXT. ZEDOI1—T(C KD TEITNDDILH (e.g., new
Igle

GERKDETEZ(EDENWEDD, KL172> (E&FEFNE) « KOX
MEIREDEHHNEE

e

DeepSpeed(IHEFRDTZ O DER 42 ISR G Ieft

EIRIATF R MERK DeepSpeed-FastGen
BR « AT —S )it DeepSpeed Inference
B (C 0O~ UTzuy DeepSpeed-MII
MoEEF )L DHtsm DeepSpeed-MoE

EXET)LZERICHH DeepSpeed Compression



/eRO,
/eRO-0Offload,
/eRO-Infinity

Breaking the GPU Memory Wall for DL Training

ZeRO: Memory Optimizations Toward Training
Trillion Parameter Models

Samyam Rajbhandari*, Jeff Rasley®, Olatunji Ruwase, Yuxiong He

{samyamr, jerasley, olruwase, yuxhe}@microsoft.com

ABSTRACT
Large deep learning models offer significant accuracy gains,
but training billions to trillions of parameters is challenging.
Existing solutions such as data and model parallelisms exhibit
fundamental limitations to fit these models into limited device

common settings like mixed precision and ADAM optimizer
[6]. Other existing solutions such as Pipeline Parallelism (PP),
Model Parallelism (MP), CPU-Offloading, etc, make trade-
offs between functionality, ility, as well as memory and
compute/communication efficiency, all of which are crucial to

ZeRO-Offload: Democratizing Billion-Scale Model Training

Jie Ren* , Samyam Rajbhandari® , Reza Yazdani Aminabadi' , Olatunji Ruwase'
Shuangyan Yang* , Minjia Zhang' , Dong Li* , Yuxiong He'
*Microsoft, *University of California, Merced
(jren6, syangl27, dli35)@ucmerced.edu, {samyamr, yazdani.reza, olruwase, minjiaz, yuxhe}@microsoft.com

Abstract parameters. With the three orders of magnitude growth in

e . model size since 2017, the model accuracy continues to im-
Large-scale model training has been a playing ground for a 5 el si R
limited few requiring complex model refactoring and access to ve lh . i s l ]' nt

ZeRO-Infinity: Breaking the GPU Memory Wall
for Extreme Scale Deep Learning

Samyam Rajbhandari, Olatunji Ruwase, Jeff Rasley, Shaden Smith, Yuxiong He

{samyamr, olruwase, jerasley, shsmit, yuxhe}@microsoft.com

ABSTRACT

In the last three years, the largest dense deep learning models have

grown over 1000x to reach hundreds of billions of parameters, while

the GPU memory has only grown by 5x (16 GB to 80 GB). Therefore,

the growth in model scale has been supported primarily though

system innovations that allow large models to fit in the aggregate

GPU memory of multiple GPUs. However, we are getting close to 16T

the GPU memory wall. It requires 800 NVIDIA V100 GPUs just to 002 1T 016 a on .

fit a trillion parameter model for training, and such clusters are B

simply out tnlmng 'NVADIA V100 DGX-2 Nodes
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https://medium.com/riselab/ai-and-memory-wall-2cb4265cb0b8

DeepSpeed: Reshaping the Large Model Training Landscape
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System capability to efficiently train models with trillions of parameters

*Al and Memory Wall. (This blogpost has been written in... | by Amir Gholami | riselab | Medium
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What is ZeRQO?

« T—AFD AT JF B ZZNERAL |
> Ejt%T)b’&mb\%ﬁ'C-?% MOEDKLSIREFTIV
P—FFOF v CHEEMTHEE

BEOT—5i5 ZeRO (Zero Redundancy Optimizer)

GPU Interconnect GPU Interconnect

Model States mapping in Data Parallel Training Model States mapping in ZeRO Training
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What is ZeR0O? |. sxosire—_r (Stage) - AxEUNREBE
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7.5B Model Memory

Standard - —— —
data parallel 120 GB
ZeRO ——— O — —_—
Stage 1 31.4 GB
Stage 2 ;
ZeRO m - -
Stage 3 1.9 GB

[« EDT—HIEDEIRETDH
@ Parameters Gradients Optimizer States <\ NEILD
7.5B parameter model, Adam optimizer, 64 GPUs
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MW ZeRO-2 Offload m ZeRO-3 Offload ZeRO-3 Offload Superlinear Scalability for a 200B
50 parameter Model
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Throughput in TFlops/GPU
SpeedUp
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Multi-billion parameter model training on
one V100 GPU
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ZeRO-Infinity - @ROEFILGA IO -

e CPUXELUENVMeX ML —2OmAICATO— R
« ZL DEAEVUFEMIZHAEE: ZeRO Stage 3, FT WV IRA T+ 2012 E

Data Parallel 1.4

ZeRO Offload 3

NVIDIA DGX-2(3168mV100-32GB GPU & CPU
ZeRO Stage 3 0 AXEU1.5 TB. 20TBONVMeX FL—>Z @8R D

3D Parallelism 20

ZeRO-Infinity (CPU) 70

ZeRO-Infinity (NVMe)
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Universal Checkpoint
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Universal Checkpoint
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Towards the next level of scalability of ZeRO

ZeRO++: Extremely Efficient Collective Communication for Giant
Model Training

Guanhua Wang”, Heyang Qin*, Sam Ade Jacobs, Connor Holmes, Samyam Rajbhandari
Olatunji Ruwase, Feng Yan', Lei Yang?, Yuxiong He
Microsoft
{ guanhuawang, heyangqin, samjacobs, connorholmes, samyamr, olruwase, yuxhe | @microsoft.com

ABSTRACT (NN 64GPUs  mEm 384 GPUs.

Zero Redundaney Optimizer (ZeRO) has been used to train a wide
range of large language models on massive GPUs clusters due to its
ease of use, efficiency, and good scalability. However, when training
on low-bandwidth clusters, or at scale which forces batch size per
GPU to be small, ZeRO's effective throughput is limited because of
high communication volume from gathering weights in forward
pass, backward pass, and averaging gradients. This paper introduces
three communication volume reduction techniques, which we col- 0 R ——

lectively refer to as ZeRO++, targeting each of the communication QL. perGPU:  perGPU:

(a) Comrmunication Bandwidth (b) Batch Size per GPU
Impacts ance Impacts Performance
3}

2

ar 48

[

5
(=]

TFLOPs per GPU
3 5

TFLOPs per GPU



ZeRODBIE =

e ZeROStage3 ZETILD/IT A =L % HE| L TERE
S>SHNERBEINT —REZEDDZT-ODBEIF—/I~Ny FIZHSD

c BIET—XEDODHNR(ETINRTIA—REMET D).
1. Forward (/X7 X — & Dall-gather) : M
2. Backward (/X7 X —% Dall-gather) : M
3. gradient®reduce-scatter: M

« BFDBEES 3M

EDLDITBEEZRSTH?




ZeRO++0) | =X

1. Forward all-gather (size M)

Accurate & Efficient Quantization

> (size 0.5M)

2. Backward all-gather (size M)

Heterogeneous Partitioning (hpZeRO)

> (size 0)
3. Backward reduce-scatter (size M)

Novel Quantized Collective

» (size 0.25M)

SETDBEE=HR: 3M ->0.75M
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-3.044 -2.475 4.690 -3.0441-2.475] 4.690

-8.441 2.901 -5.707 -8.441] 2.901|-5.707

, Quantize} lv E

9 90 127 127 | -128 [ -128
42 34 65 24 -18 | 127
-116 40 -79 -128 | 127 -64
Dequantize ‘ ‘y ‘y

0.653 -6.534 -9.220 0.631] -6.531-9.220
-3.049 -2.468 4.719 -3.033|-2.461] 4.690
-8.421 2.904 -5.735 -8.4412.901|5.729
Quantization Quantization

Error: 2.937E-04 Error: 9.005E-05
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All-gather on primary weight partitions ! All-gather on secondary weight partitions
(ZeRO-3) f (hpZ in ZeRO++)
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E2E Evaluation

CBESEAESN TG & EITHIIAE A = Eeeine i 2670+

= Network Bandwidth: 100 Gbps  Network Bandwidth: 800 Gbps
=] ;@_i_’ﬂf, Micro Batch per GPU: 1K Tokens Micro Batch per GPU: 1K Tokens
S 36 = - . 552 " N
% 30 - 40 - 37 36 38
B 8. 20 - 31
. R73 % GPUM T O wErE ‘ l l
=
* 1OOGbpS: 121% B 140% SpeedUp 0- 64 128 256 384 0- 64 128 256 384

* 800Gbps: 8% - 30% speedup TEoTmEm e CPs.Ghs GRus ORs

I Baseline . ZeRO++

s EAHE TILY A XTD = Network Bandwidth: 100 Gbps  Network Bandwidth: 800 Gbps
Micro Batch per GPU: 1K Tokens Micro Batch per GPU: 1K Tokens
* 800Gbps: up to 30% speedup

304 o wl 3544 3444 3444
* 100Gbps: over 100% speedup 20{ 2 | o2

10 - 11 11 11 iz:

0_ 0_

* 10Gbps: up to 300% speedup

Model Model Model Model Model Model Model Model

TFLOPs per GPU
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DeepSpeed

DeepSpeed-MoE: Advancing Mixture-of-
Experts Inference and Training to Power
Next-Generation Al Scale

Samyam Rajbhandari, Conglong Li, Zhewei Yao, Minjia Zhang, Reza Yazdani Aminabadi, Ammar
Ahmad Awan, Jeff Rasley, Yuxiong He Proceedings of the 39th International Conference on Machine
Learning, PMLR 162:18332-18346, 2022.

Abstract

As the training of giant dense models hits the boundary on the availability and capability of the
hardware resources today, Mixture-of-Experts (MoE) models have become one of the most promising
model architectures due to their significant training cost reduction compared to quality-equivalent dense;
models. Their training cost saving is demonstrated from encoder-decoder models (prior works) to a 5x
saving for auto-aggressive language models (this work). However, due to the much larger model size
and unique architecture, how to provide fast MoE model inference remains challenging and unsolved,

mitina their practica agae, To tackle this. we prese an end-to-end Mo aining

A Hybrid Tensor-Expert-Data Parallelism Approach to Opti
Mixture-of-Experts Training

Siddharth Singh Olatunji Ruwase Ammar Ahmad Awan
ssingh37@umd.edu olruwase@microsoft.com ammar.awan@microsoft.com
Department of Computer Science, Microsoft, Inc. Microsoft, Inc.
University of Maryland Redmond, Washington, USA Redmond, Washington, USA
College Park, Maryland, USA

Samyam Rajbhandari Yuxiong He Abhinav Bhatele
samyamr@microsoft.com yuxhe@microsoft.com bhatele@cs.umd.edu
Microsoft, Inc. Microsoft, Inc. Department of Computer Science,
Redmond, Washington, USA Redmond, Washington, USA University of Maryland
College Park, Maryland, USA

ABSTRACT 1 INTRODUCTION

Mixture-of-Experts (MoE) is a neural network architecture that Contemporary state-of-the-art Al algorithms have come to rely on
adds sparsely activated expert blocks to a base model, increasing neural networks such as GPT-3 [4] and MT-NLG [34] with hundreds
the number of parameters without impacting computational costs. of billion of parameters. However, training or running inference

Mixture of Experts (MoE

Improving Compute Efficiency for DL scaling



Mixture of Experts (MoE)
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DeepSpeed-MoE

2.50
1.3B dense
2.45 —— 1.3B+MoE 128 experts
. 540 6.7B dense / o \
O 5 35l 1/5 O)E—l_ :IX I\T\\
c
o | /‘\"/-\— O =~
g2 AEDET I mEBEZE
2225 \_ J
©
= 2.20
2.15]
2.104 60B 1208 180B  240B  300B
Tokens
LAMBADA: PIQA: BoolQ: RACE-h: TriviaQA: WebQs:
completion = commonsense reading reading question question
prediction reasoning comprehension comprehension answering answering
Dense NLG:
1.3B 63.65 73.39 63.39 35.60 10.05 3.25
6.7B 71.94 76.71 67.03 37.42 23.47 5.12

Standard MoE NLG:
1.3B+MoE-128 69.84 76.71 64.92 38.09 31.29 7,19




Deepspeed-TED: {820 D 5L F 5 DFEAEHE

« ERDLWMIFEEDEAEDHEIC . B3R bz HRE

T —Tensor Parallelism (Megatron-LM [3])
E — Expert Parallelism (DeepSpeed-MoE [4])
D — Sharded Data Parallelism (ZeRO [5])
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Results

70-
604 M  All-gather
BN All-to-all
501 B All-reduce
B Other
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Baseline DTD DTD+CAC

147 L—> 387z OFE
(6.7BRX— X ET )L, 16 experts on 128 GPUs of Summit)



DeepSpeed-FastGen: High-throughput Text Generation for
LLMs via MII and DeepSpeed-Inference

Connor Holmes, Masahiro Tanaka, Michael Wyatt, Ammar Ahmad Awan, Jeff
Rasley, Samyam Rajbhandari, Reza Yazdani Aminabadi, Heyang Qin, Arash
Bakhtiari, Lev Kurilenko, Yuxiong He

Microsoft DeepSpeed (www.deepspeed.ai)

DeepSpeed-FastGen



DeepSpeed-FastGen

» T¥RAMERZSE  @WNRICKITIE7ODTL—LT—7

/ Server

N

* Persistent deployment: import. mi

client = mii.serve("mistralai/Mistral-7B-ve.1")

N — 7 S > : " | " ram
o H — /\ - 7 7 /r j / |\ fﬁ Ik response = client.generate(["Deepspeed is", "Seattle is"], max_new_tokens=128)

print(response)

- M. Tng sy avmEls

Client

client = mii.client("mistralai/Mistral-7B-ve.1")

\\\\‘> response = client.generate("Deepspeed is", max_new_tokens=128)

deployment: a

Non-Persistent Pipeline

/'\-/'\—'f —_
« BMEICZEE
ﬁgﬂ L\_ T—]— import mii

pipe = mii.pipeline("mistralai/Mistral-7B-ve.1")

response = pipe(["DeepSpeed is", "Seattle is"], max_new_tokens=128)

print(response)

"
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Dynamic SplitFuse: Prompt & Decode Composition
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Model phi-2, Prompt: 1900, Generation: 128, TP: 1
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https://twitter.com/MSFTDeepSpeed
https://twitter.com/MSFTDeepSpeedJP
https://github.com/microsoft/DeepSpeed/issues
https://github.com/microsoft/DeepSpeed/pulls
https://github.com/microsoft/DeepSpeed/discussions

2 Microsoft deepspeed

www.deepspeed.ai

Follow us on X:
@MSFTDeepSpeed / @MSFTDeepSpeed)P

Thank You!
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